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refine.bio is a multi-organism collection of genome-wide transcriptome or gene expression data that has been obtained
from publicly available repositories and uniformly processed and normalized. refine.bio allows biologists, clinicians,
and machine learning researchers to search for experiments from different source repositories all in one place and
build custom data sets for their questions of interest.
refine.bio is well-suited for quickly assessing if signals are present in particular datasets, for identifying and obtaining
data sets for accelerated validation of findings, and for building large compendia for training machine learning models
that can adequately handle the technical noise associated with integrating multiple experiments and platforms.
refine.bio is not a substitute for experiments and processing pipelines tailored to answer specific biological questions
of interest or for input from relevant experts (e.g., those with statistics expertise), but rather a repository of samples
processed with standardized pipelines that have been selected based on their wide-ranging utility.
For examples of how to use refine.bio data, please see Downstream Analysis with refine.bio Examples.
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What type of data does refine.bio support?
How do you process the data?
How can I find out what versions of software/packages were used to process the data?
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2.1 Source Data
2.1.1 Types of Data
The current version of refine.bio is designed to process gene expression data. This includes both microarray data and
RNA-seq data. We normalize data to Ensembl gene identifiers and provide abundance estimates.
More precisely, we support microarray platforms based on their GEO or ArrayExpress accessions. We currently
support Affymetrix microarrays and Illumina BeadArrays, and we are continuing to evaluate and add support for more
platforms. This table contains the microarray platforms that we support. We process a subset of Affymetrix platforms
using the BrainArray Custom CDFs, which are denoted by a y in the is_brainarray column. We also support
RNA-seq experiments performed on these short-read platforms. For more information on how data are processed, see
the Processing Information section of this document. If there is a platform that you would like to see processed, please
file an issue on GitHub. If you would prefer to report issues via e-mail, you can also email requests@ccdatalab.org.

2.1.2 Sources
We download gene expression information and metadata from EBI’s ArrayExpress, NCBI’s Gene Expression Omnibus (GEO), and NCBI’s Sequence Read Archive (SRA). NCBI’s SRA also contains experiments from EBI’s ENA
(example) and the DDBJ (example).
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2.1.3 Metadata
We provide metadata that we obtain from the source repositories. We also attempt to, where possible, perform some
harmonization of metadata to improve the discoverability of useful data. Note that we do not yet obtain sample
metadata from the BioSample database, so the metadata available for RNA-seq samples is limited.
refine.bio-harmonized Metadata
Scientists who upload results don’t always use the same names for related values. This makes it challenging to search
across datasets. We have put some processes in place to smooth out some of these issues.

To produce lightly harmonized metadata, we combine certain fields based on similar keys. We do this for convenience and to aid in searches. For example, treatment, treatment group, treatment protocol, drug
treatment, and clinical treatment fields get collapsed down to treatment. The fields that we currently
collapse to includes specimen part, genetic information, disease, disease stage, treatment,
race, subject, development stage, compound, cell_line, and time.
6
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See the table below for a complete set of mappings between the keys from source data and the harmonized keys.
Values are stripped of white space and forced to lowercase.
We type-cast age values to doubles. If the values can not be type-cast to doubles (e.g., “9yrs 2mos”), these are not
added to the harmonized field. We do not attempt to normalize differences in units (e.g., months, years, days) for the
harmonized age key. Users should consult the submitter-supplied information to determine what unit is used.
Sex is a special case; we map to female and male values if the values are one of the following:
Only harmonized values are displayed in the sample table on the web interface. When downloading refine.bio data,
these harmonized metadata are denoted with the refinebio_ prefix.
We recommend that users confirm metadata fields that are particularly important via the submitter-supplied metadata.
If you find that the harmonized metadata does not accurately reflect the metadata supplied by the submitter, please
file an issue on GitHub so that we can resolve it. If you would prefer to report issues via e-mail, you can also email
requests@ccdatalab.org.
Submitter Supplied Metadata
We also capture the metadata as submitted to the source repositories. This includes experiment titles and descriptions
or abstracts. Protocol information, which generally contains the type of sample preparation, is handled differently by
different databases. We push this information down to the sample level and provide it that way. In the case of data
imported from ArrayExpress, the protocol may be the information from the full experiment and not just the sample in
question. Sample metadata in their original, unharmonized form are available as part of refine.bio downloads.

2.2 Processing Information
2.2.1 refine.bio processed
Because refine.bio is designed to be consistently updated, we use processing and normalization methods that operate
on a single sample wherever possible. Processing and normalization methods that require multiple samples (e.g.,
Robust Multi-array Average or RMA) generally have outputs that are influenced by whatever samples are included
and rerunning these methods whenever a new sample is added to the system would be impractical.
Microarray pipelines

Affymetrix
SCAN (Single Channel Array Normalization) is a normalization method for develop for single channel Affymetrix
microarrays that allows us to process individual samples. SCAN models and corrects for the effect of technical
bias, such as GC content, using a mixture-modeling approach. For more information about this approach, see the
primary publication (Piccolo, et al. Genomics. 2012.) and the SCAN.UPC Bioconductor package documentation. We
specifically use the SCANfast implementation of SCAN and the Brainarray packages as probe-summary packages
when available. When available, we use BrainArray Custom CDFs during processing with SCAN.

2.2. Processing Information
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Affymetrix platform detection
We have encountered instances where the platform label from the source repository and the metadata included in the
sample’s raw data file (.CEL file) itself do not match. In these cases, we take the platform information included in the
raw data (.CEL) file header to be the true platform label.
Illumina BeadArrays
Dr. Stephen Piccolo, the developer of SCAN, has adapted the algorithm for use with Illumina BeadArrays for refine.bio. Because this Illumina SCAN methodology is not yet incorporated into the SCAN.UPC package, we briefly
summarize the methods below.
We require that non-normalized or raw expression values and detection p-values to be present in Illumina nonnormalized data. If we infer that background correction has not occurred in the non-normalized data (e.g., there
are no negative expression values), the data are background corrected using the limma::nec function (Shi, Oshlack,
and Smyth. Nucleic Acids Research. 2010.). Following background correction – either upstream presumably in the
Illumina BeadStudio software or in our processor, arrays are normalized with SCAN. SCAN requires probe sequence
information obtained from the Illumina BeadArray Bioconductor annotation packages (e.g., illuminaHumanv1.
db). We only retain probes that have a “Good” or “Perfect” rating in these packages; this quality rating is in reference
to how well a probe is likely to measure its target transcript.
Illumina platform detection
We infer the Illumina BeadArray platform that a sample is likely to be run on by comparing the probe identifiers in the
unprocessed file to probes for each of the Illumina expression arrays for a given organism. We again use the Illumina
Bioconductor annotation packages for this step. For instance, the overlap between the probe identifiers in a human
sample and the probe identifiers in each human platform (v1, v2, v3, and v4) is calculated. The platform with the
highest overlap (provided it is >75%) is inferred to be the true platform. Some analyses around this platform detection
procedure can be found in this repository.
Handling Illumina probes that map to multiple Ensembl gene identifiers
Illumina probes sometimes map to multiple Ensembl gene identifiers when using the annotation in Illumina BeadArray
Bioconductor annotation packages (e.g., illuminaHumanv1.db). For human platforms in particular, these genes
tend to be from highly polymorphic loci, e.g., Killer-cell immunoglobulin-like receptors. Because refine.bio allows
users to combine samples from multiple platforms, we prioritize Ensembl gene identifiers that maximize compatibility
with other platforms. Specifically, we select genes in order of priority as follows:
• Pick the gene ID with the most appearances in BrainArray packages for Affymetrix platforms of the same
species as the input Illumina platform
• If two or more of the associated gene IDs appear an equal number of times in BrainArray packages, or if none
of the associated gene IDs appear in any BrainArray package, we break ties as follows:
– First, we check Ensembl and filter out any gene IDs that are no longer valid
– Next,
if
there
are
any
Ensembl
genes
on
the
primary
take only the genes on the primary assembly and discard
href”https://www.ensembl.org/info/genome/genebuild/haplotypes_patches.html”
“blank”>haplotypes (alternative versions of the genome) or patches.

assembly,
genes in
target

we
<a
=

– If there are still two or more genes left, we pick the gene with the lowest Ensembl gene identifier to break
the tie. This is an arbitrary but consistent way to break ties.
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This is implemented in AlexsLemonade/illumina-refinery.
RNA-seq pipelines

We use Salmon and tximport to process all RNA-seq data in refine.bio. We obtain sra files run on our supported
short-read platforms from NCBI Sequence Read Archive. We use fastq-dump to named pipes, which allows us to
support paired-end experiments, and pass these to Salmon. Note that any unmated reads from paired experiments are
discarded.
We use the library strategy and library source metadata fields to identify RNA-seq experiments. It’s possible that
experiments that are inappropriate for use with Salmon will still appear in refine.bio (e.g., long-read platforms that
are labeled incorrectly in the source repository). We also encounter trouble distinguishing single-cell and bulk RNAseq data from these fields. We strongly recommend exercising caution when using single-cell data from refine.bio as
the pipeline we use may be inappropriate (e.g., correcting for gene length in 3’ tagged RNA-seq data induces bias
[ref], Salmon TPM may overcorrect expression of long genes [ref]). If you find an experiment that you believe is
inappropriate for use with our pipeline, please file an issue on GitHub so that we can resolve it. If you would prefer to
report issues via e-mail, you can also email requests@ccdatalab.org.
Salmon
Salmon is an alignment-free method for estimating transcript abundances from RNA-seq data (Patro, et al. Nature
Methods. 2017.). We use it in quasi-mapping mode, which is significantly faster than alignment-based approaches and
requires us to build a Salmon transcriptome index.
Transcriptome index
We build a custom reference transcriptome (using RSEM rsem-prepare-reference) by filtering the Ensembl
genomic DNA assembly to remove pseudogenes, which we expect could negatively impact the quantification of
protein-coding genes. This means we’re obtaining abundance estimates for coding as well as non-coding transcripts.
Building a transcriptome index with salmon index requires us to specify a value for the parameter -k that determines the size of the k-mers used for the index. The length of a read determines what k-mer size is appropriate.
Consistent with the recommendations of the authors of Salmon, we use an index build with k = 31 when quantifying
samples with reads with length > 75bp. We use k = 23 for shorter read lengths.
The refine.bio processed Salmon indices are available for download. You can make use of our API like so:
https://api.refine.bio/v1/transcriptome_indices/?organism_name=<ORGANISM>&length=
˓→<LENGTH>

Where <ORGANISM> is the scientific name of the species in all caps separated by underscores and <LENGTH> is
either SHORT or LONG.
To obtain the zebrafish (Danio rerio) index used for >75bp reads, use:
https://api.refine.bio/v1/transcriptome_indices/?organism_name=DANIO_RERIO&length=LONG

The download_url field will allow you to download the index.

2.2. Processing Information
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Microbial transcriptome indices
For an individual microbial species, there are often multiple genome assemblies available. Multiple assemblies from a
species often reflect that multiple strains from that species have been characterized or established as laboratory strains.
We use a single genome assembly, selected by domain experts, when we generate the transcriptome index used for
each microbial species. The single genome assembly is typically from a common laboratory strain. This strain’s
transcriptome index is used to quantify all RNA-seq data from that species, regardless of a sample’s reported strain
of origin. Quantifying using a single strain background allows us to generate compendia using a single transcriptome
index, but most likely results in some loss of information for samples that do not originate from that strain.
For a list of supported microbial species and the assemblies used, please see the config/
organism_strain_mapping.csv file. For more context, please also visit the original GitHub issue at
AlexsLemonade/refinebio#1722.
Quantification with Salmon
When quantifying transcripts with salmon quant, we take advantage of options that allow Salmon to learn and
attempt to correct for certain biases in sequencing data. We include the flags --seqBias to correct for random
hexamer priming and, if this is a paired-end experiment, --gcBias to correct for GC content when running salmon
quant. We set the library type parameter such that Salmon will infer the sequencing library type automatically for the
reads it is quantifying (-l A).
tximport
Salmon quantification is at the transcript-level. To better integrate with the microarray data contained in refine.bio, we
summarize the transcript-level information to the gene-level with tximport (Soneson, Love, and Robinson. F1000
Research. 2015.).
Our tximport implementation generates “lengthScaledTPM”, which are gene-level count-scale values that are generated by scaling TPM using the average transcript length across samples and the library size. Note that tximport is
applied at the experiment-level rather than to single samples. For additional information, see the tximport Bioconductor page , the tximport tutorial Importing transcript abundance datasets with tximport, and Soneson, Love, and
Robinson. F1000Research. 2015..
In some cases, all samples in an experiment can not be processing using Salmon (e.g., the file available for one sample
is malformed). When experiments are >80% complete and contain more than 20 samples, we may run tximport on all
available samples at the time. We’ve found the effect of running tximport “early” on the resulting values to be small
under these conditions. As a result, the tximport may be run on the same example multiple times; the most recent
values will be available from refine.bio.

2.2.2 Submitter processed
Sometimes raw data for a sample is either unavailable at the source repository or exists in a form that we can not
process. For microarray platforms that we support, we obtain the submitter processed expression data and use these
values in refine.bio with some modification (e.g., log2-transformation where we detect it has not been performed).
As noted above, we use Ensembl gene identifiers throughout refine.bio. Submitter processed data may use other gene
(or probe) identifiers that we must convert to Ensembl gene identifiers. We describe the processes for Affymetrix and
Illumina data below. Note in the case of one-to-many mappings when going from the ID used by the submitter to the
Ensembl gene ID, expression values are duplicated: if a probe maps to two Ensembl gene ids, those two Ensembl gene
ids will both have the probe’s expression value following conversion.

10

Chapter 2. Contents

refine.bio Documentation, Release 0.1.0

Affymetrix identifier conversion
We have created custom gene mapping files for most of the Affymetrix platforms we support. Briefly, for Brainarray
supported platforms, we use the Brainarray (e.g., hgu133plus2hsensgprobe) and the platform-specific annotation package from Bioconductor (e.g., hgu133plus2.db) to generate a platform-specific mapping file that includes
probe IDs, Ensembl gene IDs, gene symbols, Entrez IDs, RefSeq and Unigene identifiers. The rationale for only using
probes or IDs that are accounted for in the Brainarray package is two-fold: 1) Brainarray packages are updated as we
learn more about the genome and 2) it allows for these submitter processed data to be more consistent with refine.bio
processed data. We support identifier conversion for a limited number of platforms that either do not have a Brainarray
or Bioconductory annotation packages.
The code for deriving these mappings and more details are available at https://github.com/AlexsLemonade/identifierrefinery. If you find an issue with these mappings, please file an issue on GitHub so that we can resolve it. If you
would prefer to report issues via e-mail, you can also email requests@ccdatalab.org.
Illumina identifier conversion
We support conversion from Illumina BeadArray probe IDs to Ensembl gene IDs using Bioconductor Illumina BeadArray expression packages, allowing for one-to-many mappings.

2.2.3 Aggregations
refine.bio allows users to aggregate their selected samples in two ways: by experiment or by species. We use the
term aggregate or aggregation to refer to the process of combining individual samples to form a multi-sample gene
expression matrix (see also: Downloadable Files).
• By experiment: Samples that belong to the same experiment will become a single gene expression matrix. If
you have selected all samples from two experiments with 10 and 15 samples, respectively, and have chosen the
by experiment option, you will receive two gene expression matrices with 10 and 15 samples, respectively.
• By species: All samples assaying the same species will be aggregated into a single gene expression matrix. If
you have selected three experiments each from human and mouse and the by species option, you receive
two gene expression matrices that contain all human and all mouse samples, respectively.
For
either
aggregation
method,
we
summarize
duplicate
Ensembl
gene
IDs
to
the
mean expression value and only include genes (rows) that are represented in all samples being aggregated.
This is also known as an inner join and is illustrated below.

Note that some early generation microarrays measure fewer genes than their more recent counterparts, so their
inclusion when aggregating by species may result in a small number of genes being returned.
Limitations of gene identifiers when combining across platforms
We use Ensembl gene identifiers across refine.bio and, within platform, we use the same annotation to maintain consistency (e.g., all samples from the same Affymetrix platform use the same Brainarray package or identifier mapping
2.2. Processing Information
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derived from said package). However, Brainarray packages or Bioconductor annotation packages may be assembled
from different genome builds compared each other or compared to the genome build used to generate transcriptome
indices. If there tend to be considerable differences between (relatively) recent genome builds for your organism of
interest or you are performing downstream analysis that would be sensitive to these differences, we do not recommend
aggregating by species.

2.2.4 Transformations
Quantile normalization
refine.bio is designed to allow for the aggregation of multiple platforms and even multiple technologies. With that in
mind, we would like the distributions of samples from different platforms/technologies to be as similar as possible. We
use quantile normalization to accomplish this. Specifically, we generate a reference distribution for each organism from
a large body of data with the normalize.quantiles.determine.target function from the preprocessCore
R package and quantile normalize samples that a user selects for download with this target (using the normalize.
quantiles.use.target function of preprocessCore). There is a single reference distribution per species,
used to normalize all samples from that species regardless of platform or technology. We go into more detail below.
Reference distribution
By performing quantile normalization, we assume that the differences in expression values between samples arise
solely from technical differences. This is not always the case; for instance, samples included in refine.bio are from
multiple tissues. We’ll use as many samples as possible to generate the reference or target distribution. By including as
diverse biological conditions as we have available to us to inform the reference distribution, we attempt to generate a
tissue-agnostic consensus. To that end, we use the Affymetrix microarray platform with the largest number of samples
for a given organism (e.g., hgu133plus2 in humans) and only samples we have processed from raw as shown below.

Quantile normalizing your own data with refine.bio reference distribution
refine.bio quantile normalization reference distribution or “targets” are available for download. You may wish to use
these to normalize your own data to make it more comparable to data you obtain from refine.bio.
Quantile normalization targets can be obtained by first querying the API like so:

12
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https://api.refine.bio/v1/qn_targets/<ORGANISM>

Where <ORGANISM> is the scientific name of the species separated by underscores.
To obtain the zebrafish (Danio rerio) reference distribution, use:
https://api.refine.bio/v1/qn_targets/danio_rerio

The s3_url field will allow you to download the index.
Quantile normalizing samples for delivery
Once we have a reference/target distribution for a given organism, we use it to quantile normalize any samples that a
user has selected for download. This quantile normalization step takes place after the summarization and inner join
steps described above and illustrated below.

As a result of the quantile normalization shown above, Sample 1 now has the same underlying distribution as the
reference for that organism.
Note that only gene expression matrices that we are able to successfully quantile normalize will be available for
download.
Limitations of quantile normalization across platforms with many zeroes
Quantile normalization is a strategy that can address many technical effects, generally at the cost of retaining certain
sources of biological variability. We use a single reference distribution per organism, generated from the Affymetrix
microarray platform with the largest number of samples we were able to process from raw data (see Reference distribution). In cases where the unnormalized data contains many ties within samples (and the ties are different between
samples) the transformation can produce outputs with somewhat different distributions. This situation arises most
often when RNA-seq data and microarray data are combined into a single dataset or matrix. To confirm that we have
quantile normalized data correctly before returning results to the user, we evaluate the top half of expression values
and confirm that a KS test produces a non-significant p-value. Users who seek to analyze RNA-seq and microarray
data together should be aware that the low-expressing genes may not be comparable across the sets.
Skipping quantile normalization for RNA-seq experiments
When selecting RNA-seq samples for download and to aggregate by experiment, users have the option to skip quantile normalization by first selecting Advanced Options and checking the “Skip quantile normalization for RNA-seq
2.2. Processing Information
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samples” box. In this case, the output of tximport will be delivered in TSV files (see our section on RNA-seq data
processing with tximport). These data can be used for differential expression analysis as “bias corrected counts without
an offset” as described in the Use with downstream Bioconductor DGE packages section of tximport vignette. Note
that these data will be less comparable to other datasets from refine.bio because this step has been skipped.
Gene transformations
In some cases, it may be useful to row-normalize or transform the gene expression values in a matrix (e.g., following
aggregation and quantile normalization). We offer the following options for transformations:
• None: No row-wise transformation is performed.
• Z-score: Row values are z-scored using the StandardScaler from scikit-learn. This transformation
is useful for examining samples’ gene expression values relative to the rest of the samples in the expression
matrix (either all selected samples from that species when aggregating by species or all selected samples in an
experiment when aggregating by experiment). If a sample has a positive value for a gene, that gene is more
highly expressed in that sample compared to the mean of all samples; if that value is negative, that gene is less
expressed compared to the population. It assumes that the data are normally distributed.
• Zero to one: Rows are scaled to values [0,1] using the MinMaxScaler from scikit-learn. We expect
this transformation to be most useful for certain machine learning applications (e.g., those using cross-entropy
as a loss function).
In the plot below, we demonstrate the effect of different scaling options on gene expression values (using a randomly
selected human dataset, microarray platform, and gene):
Note that the distributions retain the same general shape, but the range of values and the density are altered by the
transformations.

2.3 Downloadable Files
Users can download gene expression data and associated sample and experiment metadata from refine.bio. These files
are delivered as a zip file. The folder structure within the zip file is determined by whether a user selected to aggregate
by experiment or by species.

14
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2.3.1 The download folder structure for data aggregated by experiment:

In this example, two experiments were selected. There will be as many folders as there are selected experiments.

2.3. Downloadable Files
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2.3.2 The download folder structure for data aggregated by species:

In this example, samples from two species were selected. There will be as many folders as there are selected experiments and this will be the case regardless of how many individual experiments were included.
In both cases, aggregated_metadata.json contains metadata, including both experiment metadata (e.g., experiment description and title) and sample metadata for everything included in the download. Below we describe the
files included in the delivered zip file.

2.3.3 Gene Expression Matrix
Gene expression matrices are delived in tab-separated value (TSV) format. In these matrices, rows are genes or
features and columns are samples. Note that this format is consistent with the input expected by many programs
specifically designed for working with gene expression matrices, but some machine learning libraries will expect

16
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this to be transposed. The column names or header will contain values corresponding to sample accessions (denoted
refinebio_accession_code in metadata files). You can use these values in the header to map between a
sample’s gene expression data and its metadata (e.g., disease label or age). See also Downstream Analysis with
refine.bio Examples.

2.3.4 Sample Metadata
Sample
metadata
is
delivered
in
the
metadata_<experiment-accession-id>.tsv,
metadata_<species>.json, metadata_<species>.tsv, and aggregated_metadata.json
files.
The primary way we identify samples is by using the sample accession,
denoted by
refinebio_accession_code.
Harmonized metadata fields (see the section on harmonized metadata) are noted with a refinebio_ prefix.
The refinebio_source_archive_url and
refinebio_source_database fields indicate where the sample was obtained from. If there are no keys
from the source data associated with a harmonized key, the harmonized metadata field will be empty. We also deliver
submitter-supplied data; see below for more details. We recommend that users confirm metadata fields that
are particularly important via the submitter-supplied metadata. If you find that refine.bio metadata does not
accurately reflect the metadata supplied by the submitter, please file an issue on GitHub so that we can resolve it. If
you would prefer to report issues via e-mail, you can also email requests@ccdatalab.org.
TSV files
In metadata TSV files, samples are represented as rows.
The first column contains the
refinebio_accession_code field, which match the header/column names in the gene expression matrix, followed by refine.bio-harmonized fields (e.g., refinebio_), and finally submitter-supplied values. Some
information from source repositories comes in the form of nested values, which we attempt to “flatten” where
possible. Note that some information from source repositories is redundant–ArrayExpress samples often have the
same information in characteristic and variable fields–and we assume that if a field appears in both, the
values are identical. For samples run on Illumina BeadArray platforms, information about what platform we detected
and the metrics used to make that determination will also be included.
Columns in these files will often have missing values, as not all fields will be available for every sample included
in a file. This will be particularly evident when aggregating by experiments that have different submitter-supplied
information associated with them (e.g., one experiment contains a imatinib key and all others do not).
JSON files
Submitter supplied metadata and source urls are delivered in refinebio_annotations. As described above,
harmonized values are noted with a refinebio_ prefix.

2.3.5 Experiment Metadata
Experiment metadata (e.g., experiment description and title) is delivered in the metadata_<species>.json and
aggregated_metadata.json files.
The aggregated_metadata.json file contains additional information regarding the processing of your dataset.
Specifically, the aggregate_by and scale_by fields note how the samples are grouped into gene expression
matrices and how the gene expression data values were transformed, respectively. The quantile_normalized
fields notes whether or not quantile normalization was performed. Currently, we only support skipping quantile
normalization for RNA-seq experiments when aggregating by experiment on the web interface.

2.3. Downloadable Files
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2.4 refine.bio Compendia
We periodically release compendia comprised of all the samples from a species that we were able to process. We refer
to these as refine.bio compendia. We offer two kinds of refine.bio compendia: normalized compendia and RNA-seq
sample compendia.

2.4.1 Normalized compendia
refine.bio normalized compendia are comprised of all the samples from a species that we were able to process, aggregate, and normalize. Normalized compendia provide a snapshot of the most complete collection of gene expression
that refine.bio can produce for each supported organism. We process these compendia in a manner that is different
from the options that are available via the web user interface. Note that submitter processed samples that are available
through the web user interface are omitted from normalized compendia because these samples can introduce unwanted
technical variation.
The refine.bio web interface does an inner join when datasets are combined, so only genes present in all datasets are
included in the final matrix. For compendia, we take the union of all genes, filling in any missing values with NA.
This is a “full outer join” as illustrated below. We use a full outer join because it allows us to retain more genes in a
compendium and we impute missing values during compendia creation.

We perform an outer join each time samples are combined in the process of building normalized compendia.

18
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2.4. refine.bio Compendia
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Samples from each technology—microarray and RNA-seq—are combined separately. In RNA-seq samples, we filter
out genes with low total counts and then log2(x + 1) the data. We join samples from both technologies. We then
drop genes that have missing values in greater than 30% of samples. Finally, we drop samples that have missing values
in greater than 50% of genes. We impute the remaining missing values with IterativeSVD from fancyimpute. We then
quantile normalize all samples as described above.
We’ve made our analyses underlying processing choices and exploring test compendia available at our
compendium-processing repository.
Collapsing by genus
Microarray platforms are generally designed to assay samples from a specific species. In some cases, publicly available
data surveyed by refine.bio may include samples where the microarray platform used was not specifically designed for
the species as described (e.g., samples labeled Bos indicus were run on Bos taurus microarrays or mouse crosses that
are not labeled Mus musculus were run on Mus musculus microarrays). When we encounter this in refine.bio, we will
include samples in a compendium from species that differ from the primary platform species when the two species
share a genus (e.g., Bos indicus samples run on Bos taurus microarrays are included in the Bos taurus normalized
compendium, and Mus crosses are included in the Mus musculus normalized compendium). Such non-primary species
samples generally account for a small fraction of the total samples included in a normalized compendium. If you would
like to filter a normalized compendium based on a sample’s species label, you can use the refinebio_organism
column in the metadata TSV file or the .samples[].refinebio_organism field in the metadata JSON file
included as part of the download.
Note that non-primary species samples from species that are outside the genus of the primary platform species are
not currently available in any normalized compendium (e.g., Pan troglodytes samples assayed on Homo sapiens microarrays are not included in the Pan troglodytes or Homo sapiens compendia), but can be included in datasets from
refine.bio.
Below is the list of organisms and their primary organisms:
Normalized Compendium Download Folder
Users will receive a zipped folder with a gene expression matrix aggregated by species, along with associated metadata.
Below is the detailed folder structure:
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2.4.2 RNA-Seq Sample Compendia
refine.bio RNA-seq sample compendia are comprised of the Salmon output for the collection of RNA-seq samples
from an organism that we have processed with refine.bio. Each individual sample has its own quant.sf file; the
samples have not been aggregated and normalized. RNA-seq sample compendia are designed to allow users that are
comfortable handling these files to generate output that is most useful for their downstream applications. Please see
the Salmon documentation on the quant.sf output format for more information.
RNA-Seq Sample Compendium Download Folder
Users will receive a zipped folder with individual quant.sf files for each sample that we were able to process with
Salmon, grouped into folders based on the experiment those samples come from, along with any associated metadata
in refine.bio. Please note that our RNA-seq sample metadata is limited at this time and in some cases, we could not
successfully run Salmon on every sample within an experiment (e.g., our processing infrastructure encountered an error
with the sample, the sequencing files were malformed). In addition, we use the terms “sample” and “experiment” to
be consistent with the rest of refine.bio, but files will use run identifiers (e.g., SRR, ERR, DRR) and project identifiers
(e.g., SRP, ERP, DRP), respectively. Below is the detailed folder structure:

2.4. refine.bio Compendia
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2.5 API
You can use the refine.bio API to build your own applications utilizing the refine.bio processed data. You can also
select samples for aggregation and download via the API with additional options for download (e.g., without quantile
normalization, selecting sample-specific quant.sf files). Our quantile normalization targets and transcriptome indices are available only via the API (see Quantile normalizing your own data with refine.bio reference distribution and
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Transcriptome index, respectively).
For more information see our API documentation at api.refine.bio.

2.6 Downstream Analysis with refine.bio Examples
Our refine.bio examples site includes a number of different analyses you can perform with data from refine.bio in the
R programming language. You can view our examples in your browser or download the R Markdown (.Rmd) files to
run the code locally (find more information on required software here and how to use .Rmd here). Example analyses
are designed to guide you through obtaining data from the refine.bio web interface and provide instruction for adapting
the analysis for a dataset of your choice. View our Getting Started page, Introduction to Microarray, or Introduction to
RNA-seq to start using refine.bio examples.
Here’s a sneak peek of examples that are available:
• Differential gene expression analysis for several groups (Microarray)
• Differential gene expression analysis for 2 groups (RNA-seq)
• Hierarchical clustering and heatmap creation (RNA-seq)
• Gene Set Enrichment Analysis (Microarray)
• Visualization with Uniform Manifold Approximation and Projection (RNA-seq)
Give us feedback on our refine.bio examples! If you have a question about or find a problem with one of our examples
and need to get in touch with one of our staff, please file a GitHub issue. If you would prefer to report issues via
e-mail, you can also email requests@ccdatalab.org.

2.7 Getting Started with a refine.bio dataset
A refine.bio dataset includes gene expression matrices and experiment and sample metadata for the samples that you
selected for download.

2.7.1 Structure
The structure of your download folder varies slightly depending on whether you chose to aggregate by experiment or
by species.
The download folder structure for data aggregated by experiment

2.6. Downstream Analysis with refine.bio Examples
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In this example, two experiments were selected. There will be as many folders as there are selected experiments.
The download folder structure for data aggregated by species
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2.7.2 Contents
• The aggregated_metadata.json file contains information about the options you selected for download. Specifically, the aggregate_by and scale_by fields note how the samples are grouped into
gene expression matrices and how the gene expression data values were transformed, respectively. The
quantile_normalized fields notes whether or not quantile normalization was performed. Currently, we
only support skipping quantile normalization for RNA-seq experiments when aggregating by experiment on the
web interface.
• Individual gene expression matrices and their corresponding sample metadata files are in their own directories.
• Gene expression matrices are the tab-separated value (TSV) files named by the experiment accession number
(if aggregated by experiment) or species name (if aggregated by species). Note that samples are columns and
rows are genes or features. This pattern is consistent with the input for many programs specifically designed for

2.7. Getting Started with a refine.bio dataset
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working with high-throughput gene expression data but may be transposed from what other machine learning
libraries are expecting.
• Sample metadata (e.g. disease vs. control labels) are contained in TSV files with metadata in the filename as well as any JSON files. We apply light harmonization to some sample metadata fields, which
are denoted by refinebio_ (refinebio_annotations is an exception). The contents of a sample’s
refinebio_annotations field include the submitter-supplied sample metadata.
• Experiment metadata (e.g., experiment title and description) are contained in JSON files with metadata in the
filename.
Please see the Downloadable Files of our documentation section for more details.

2.7.3 Usage
The gene expression matrix TSV and JSON files can be read in, manipulated, or parsed with standard functions or
libraries in the language of your choice. Below are some code snippets to help you import the data into R or Python
and examine it.
Reading TSV Files
Here’s an example reading a gene expression TSV (GSE11111.tsv) into R as a data.frame with base R:
expression_df <- read.delim("GSE11111.tsv", header = TRUE,
row.names = 1, stringsAsFactors = FALSE)

Reading JSON Files
R
The rjson R package allows us to read a metadata JSON file (aggregated_metadata.json) into R as a list:
library(rjson)
metadata_list <- fromJSON(file = "aggregated_metadata.json")

Python
In Python, we can read in the metadata JSON like so:
import json
with open('aggregated_metadata.json', 'r') as jsonfile:
data = json.load(jsonfile)
print(data)

For example R workflows, such as clustering of gene expression data, please see the Getting Started section of refine.bio examples.
If you identify issues with your download, please file an issue on GitHub. If you would prefer to report issues via
e-mail, you can also email requests@ccdatalab.org.

2.8 Getting Started with Normalized Compendia
A normalized compendium includes a gene expression matrix and experiment and sample metadata for all samples
from a given organism that are fit for to be aggregated and normalized as part of the compendium. Normalized
26

Chapter 2. Contents

refine.bio Documentation, Release 0.1.0

compendia provide a snapshot of the most complete collection of gene expression that refine.bio can produce for each
supported organism.
You can read more about how we process normalized compendia in our documentation.

2.8.1 Structure
The download folder structure for a normalized compendium

2.8.2 Contents
• The aggregated_metadata.json file contains experiment metadata and information about the transformation applied to the data. Specifically, the scale_by field notes any row-wise transformation that was
performed on the gene expression data. For normalized compendia, this value should always be NONE.
• The gene expression matrix is the tab-separated value (TSV) file that bears the species name. For example, if you
have downloaded the zebrafish normalized compendium, you would find the gene expression matrix in the file
DANIO_RERIO/DANIO_RERIO.tsv. Note that samples are columns and rows are genes or features. This
pattern is consistent with the input for many programs specifically designed for working with high-throughput
gene expression data but may be transposed from what other machine learning libraries are expecting.
• Sample metadata (e.g. disease vs. control labels) are contained in the TSV file with metadata in the
filename as well as any JSON files. We apply light harmonization to some sample metadata fields, which
are denoted by refinebio_ (refinebio_annotations is an exception). The contents of a sample’s
refinebio_annotations field include the submitter-supplied sample metadata.

2.8. Getting Started with Normalized Compendia
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• Experiment metadata (e.g., experiment title and description) are contained in JSON files with metadata in the
filename.
Please see our documentation for more details.

2.8.3 Notes and observations
Combining all samples from a given species is a technical challenge, as it necessitates the integration of different
microarray platforms and microarray data with RNA-seq data. Although the normalization steps we perform eliminate
some sources of technical bias, it is imperfect and an active area of development. We strongly encourage you to
consider using methods or models that can account for such biases and to explore and visualize the data with particular
concern for samples’ technology of origin (RNA-seq, microarray).
Methods evaluation and exploratory data analysis
To identify appropriate methods for processing the initial releases of normalized compendia (described here), we
performed a series of evaluations in a small zebrafish test compendium. We’ve made these evaluations available and
have documented our rationale on GitHub here.
We have also performed exploratory analyses in a larger zebrafish test compendium (GitHub). We briefly summarize
our findings below, including links to relevant notebooks or plots:
• Genes that are longer tend to have higher values in RNA-seq data as compared to microarray data (notebook).
• Unsurprisingly, shorter genes are less likely to be observed in RNA-seq data (notebook).
• Genes that are often zero in RNA-seq data have lower average expression in microarray data (notebook).
• We observe some differences in technology in the first two principle components, but there is also a group of
RNA-seq samples that are different from all other samples (see below). These are samples from the Wellcome
Sanger Institute Zebrafish Mutation Project (notebook).
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2.8.4 Usage
The gene expression matrix TSV and JSON files can be read in, manipulated, or parsed with standard functions or
libraries in the language of your choice. Below are some code snippets to help you import the data into R or Python
and examine it.
Reading TSV Files
Here’s an example reading a gene expression TSV (GSE11111.tsv) into R as a data.frame with base R:
expression_df <- read.delim("GSE11111.tsv", header = TRUE,
row.names = 1, stringsAsFactors = FALSE)

Reading JSON Files
R
The rjson R package allows us to read a metadata JSON file (aggregated_metadata.json) into R as a list:
library(rjson)
metadata_list <- fromJSON(file = "aggregated_metadata.json")

Python

2.8. Getting Started with Normalized Compendia
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In Python, we can read in the metadata JSON like so:
import json
with open('aggregated_metadata.json', 'r') as jsonfile:
data = json.load(jsonfile)
print(data)

If you identify issues with your download, please file an issue on GitHub. If you would prefer to report issues via
e-mail, you can also email requests@ccdatalab.org.

2.9 Frequently Asked Questions
2.9.1 What is the difference between refine.bio-processed and submitterprocessed datasets?
Samples and the datasets they comprise are designated as refine.bio-processed if we were able to obtain raw data in
a suitable format for one of our processing pipelines. If no suitable raw data is available for a sample on a supported
platform, we obtain the processed data available from the source repository and modify it to be more consistent
with refine.bio-processed data; these samples are termed submitter-processed. See the Source Data section for more
information.

2.9.2 How do you process the data?
We process samples run on supported microarray platforms with Single-Channel Array Normalization (SCAN) and
transcriptomic samples run on supported sequencing platforms with Salmon and tximport. Please see the Processing
Information section for more details.

2.9.3 What type of data does refine.bio support?
refine.bio currently supports gene expression data, specifically genome-scale microarray and RNA-seq data. See our
supported microarray and RNA-seq platforms.

2.9.4 What does “corrected” metadata mean?
Scientists will often use different terminology to refer to a similar sample metadata field or key. For example,
treatment and treatment protocol may make reference to the same kinds of information. We attempt
to perform some mapping between keys to aid in searches. See the refine.bio-harmonized Metadata section for
more information, including a full list of the mappings we perform.

2.9.5 Why do the values differ a little bit if I download different datasets?
We’ve prioritized keeping expression values consistent within a dataset based on the samples it contains. Specifically,
we remove any genes that are not measured in every sample in a dataset and we do that prior to performing quantile
normalization. When using quantile normalization, the expression value a gene is assigned in a particular sample
depends on the rank of that gene. If a user download different datasets, which may have different numbers of genes,
it’s possible then that the same gene in the same sample would have a different expression value between them.
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2.9.6 Why do I get a limited number of genes back when I aggregate samples from
different experiments?
When aggregating samples, we retain only the genes present in every sample. Different microarray platforms will
often measure different sets of genes. RNA-seq samples in refine.bio can be quantified using different transcriptome
indices, which may be built using different Ensembl releases and therefore include different sets of genes. Thus, when
aggregating samples from multiple platforms, it is not uncommon for some genes measured in individual experiments
to be dropped. The differences between gene sets included or measured for individual samples can be particularly
pronounced when comparing older microarray platforms to more recent platforms. If the dataset delivered to you has
fewer genes than you were expecting for that organism, it could be the result of combining multiple platforms (or the
experiment may be from an older microarray platform).

2.9.7 Why can’t I add certain samples to my dataset?
refine.bio will sometimes obtain the metadata (e.g., sample title or experimental protocol) associated with a sample
but the raw or submitter processed expression data files are in a format that we can not process. We do not allow you
to add these samples to your dataset because we can not deliver expression values.

2.9.8 Why do the genes included in RNA-seq experiments change between experiments from the same organism?
You may find that a small proportion of genes are not consistently included in RNA-seq expression matrices from the
same organism when you download data from refine.bio. The difference in gene sets can be detected when downloading multiple experiments as part of separate dataset downloads or when aggregating by experiment and comparing
the genes included in expression matrices. (When aggregating by species to create a matrix comprised of samples
from different experiments, genes that are not present in all samples are dropped.) When this occurs, it is because the
experiments were quantified with Salmon transcriptome indices using different Ensembl releases of the same genome
build.

2.9.9 How can I find out what genome build and release were used to process RNAseq data?
Genome build and Ensembl release version information is available on the pop-up displayed when you click a sample’s
processing information link in the sample table on the page for an experiment.

The same information is available via our API. For the sample shown above, we could access the information with:
https://api.refine.bio/v1/samples/?accession_codes=ERR2534073

2.9.10 How can I find out what versions of software/packages were used to process
the data?
Version information for the packages we think are most important for data processing is available on the pop-up
displayed when you click a sample’s processing information link.
The same package information is in the processor list available via our API:
https://api.refine.bio/v1/processors/

2.9. Frequently Asked Questions
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In addition, you may wish to obtain our Docker images (prefixed with dr_) which will allow you to access version
information for every dependency.

2.9.11 Are refine.bio datasets I download batch corrected?
We apply quantile normalization to mitigate issues caused by differences in the underlying distributions of gene expression values in samples. This makes the gene expression values broadly comparable, but doesn’t explicitly correct
for batch, dataset, or platform. If the scientific question and analysis methods require datasets to be batch corrected,
users should first investigate the existence of batch effects using methods such as Principal Components Analysis. If
the source dataset is associated with major sources of variability in the data, users may wish to use a meta-analysis
framework considering each dataset independently or to apply a batch correction tool. It may be sufficient to include
batch, dataset, or platform as covariates for certain analyses.

2.9.12 Why are the expression values different if I regenerate a dataset?
The Regenerate Files button triggers the creation of a new dataset using the same options and including the
same samples as the original, expired dataset. If there are any changes to the way we process or aggregate datasets
(e.g., target quantiles are updated) between the initial dataset creation and regeneration, these will be reflected in
the new, regenerated dataset and may result in different values. Users should take this into account when managing
datasets obtained from refine.bio and take steps to appropriately archive datasets they use for analysis.

2.9.13 What does it mean to skip quantile normalization for RNA-seq samples?
If you would like to perform differential gene expression analysis with RNA-seq data obtained from refine.bio, you
may want to choose to skip quantile normalization, as many methods designed for this problem expect unnormalized
counts. refine.bio will not provide unnormalized counts when you skip quantile normalization, but it will provide
output that can be used for testing differential gene expression (see Skipping quantile normalization for RNA-seq
experiments for links to the relevant vignette). Note that skipping this step will make a dataset less comparable to
other data obtained from refine.bio, as quantile normalization ensures that each sample’s underlying distribution is the
same (see Quantile normalizing samples for delivery).

2.9.14 How do I cite refine.bio?
Please use the following:
Casey S. Greene, Dongbo Hu, Richard W. W. Jones, Stephanie Liu, David S. Mejia, Rob Patro, Stephen R. Piccolo,
Ariel Rodriguez Romero, Hirak Sarkar, Candace L. Savonen, Jaclyn N. Taroni, William E. Vauclain, Deepashree
Venkatesh Prasad, Kurt G. Wheeler. refine.bio: a resource of uniformly processed publicly available gene expression datasets. URL: https://www.refine.bio
Note that the contributor list is in alphabetical order as we prepare a manuscript for submission.

2.10 License
This documentation is released under a Creative Commons Attribution (CC-BY) license.
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Citing refine.bio

Please use the following:
Casey S. Greene, Dongbo Hu, Richard W. W. Jones, Stephanie Liu, David S. Mejia, Rob Patro, Stephen R. Piccolo,
Ariel Rodriguez Romero, Hirak Sarkar, Candace L. Savonen, Jaclyn N. Taroni, William E. Vauclain, Deepashree
Venkatesh Prasad, Kurt G. Wheeler. refine.bio: a resource of uniformly processed publicly available gene expression datasets. URL: https://www.refine.bio
Note that the contributor list is in alphabetical order as we prepare a manuscript for submission.
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Questions/Feedback?

If you have a question or comment, please file an issue on GitHub or send us an email at requests@ccdatalab.org.
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